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Abstract 
Mammograms are X-ray images of the compressed breast that are used to screen asymptomatic women for breast cance1: 
Before a mammogram may be analyzed by computer, it must be digitized and segmented. Image segmentation is an instinctive, 
intelligent, human activity whereby visually meaningful objects in a region are separately identified; it is difficult to automate 
jitlly. We describe here two teclmiques for segmenting a mammogram: the first is a semi-automatic method to segment the 
breast border and the second, an automatic method to locate the nipple. The background on a mammogram is modelled as 
a polynomial in two spatial variables and subtracted from the original image. Subsequent post-processing yields a binary 
image of the breast and the background. The nipple is located accurately by an original heuristic method we have devised. 
lt exploits the observed behaviour ofpixel intensity profiles close to the breast border and running roughly parallel to it. The 
gradient of the pixel-intensity profile in a direction normal to the breast border, and directed towards the breast, has been 
Found to be a sensitive feature to locate the nipple. Both methods have given very encouraging results with mammograms 
from a public domain database. 
Keywords: mammogram segmentation, image analysis, breast border detection, nipple location. 

1 Introduction 
Mammograms are X-ray images of the compressed female 
breast that are used to screen asymptomatic women for 
breast cancer [ 11]. Research in analyzing mammograms by 
computer is driven by the hope that algorithms and systems 
may be developed that could assist radiologists in viewing 
and interpreting the large number of mammograms that re
sult from population screening. 

1.1 Computer analysis of mammograms 
Before they can be analyzed by computer, mammograms 
must first be digitized using a scanner of suitable spatial and 
greyscale resolution. The digitized mammogram must then 
be segmented, or separated into its several, visually mean
ingful parts. This task is performed almost immediately and 
instinctively by human beings, but is rather difficult to auto
mate fully. The last two stages in mammogram analysis are 
the lesion detection and classification. 

1.2 Global segmentation of 
mammograms 

In this paper, we focus on the global segmentation of mam
mograms rather than on lesion detection. We present meth
ods for segmenting the breast border and the nipple. Be
cause the breast is the object of interest in a mammogram, it 
is clear that separating the breast from the background is the 
first task of segmentation. Such segmentation must be accu
rate and immune to the natural variations seen in screening 
mammograms. 

The nipple is the sole anatomical landmark on the mam
mogram. Locating it automatically and accurately helps in 
aligning left- and right-breast mammograms from the same 
person, for comparison-matching and subsequent lesion de
tection. 

1.3 Previous work 
There are relatively few papers devoted to breast border de
tection and nipple location. Suckling et al. [9] have used 
self-organizing neural networks for segmenting not only the 

breast border but also the other regions on a mammogram 
such as the pectoral muscle, the parenchyma and the adipose 
regions. Bick et al. [1] have used a local grey-value range 
and a modified global histogram to outline the breast border 
on a large number of mammograms. Mendez et el. [7] have 
used thresholding and pairwise pixel-differences in specific 
directions to detect the breast border. They have also given 
three methods to locate the nipple. These are based on im
age geometry and on the gradient and second derivative of 
grey-values. In a paper on detecting masses in mamma
grams, Yin et al. [12], have incidentally presented a method 
for locating the nipple on mammograms that relies on the 
average intensities of small image regions along the breast 
border. Much of the previous work has been based on mam
mograms available to the respective research groups rather 
than on a common, public domain database of mamma
grams. This has impeded comparison and cross-validation 
of methods and results. 

To facilitate such comparison and cross-validation, the 
experiments described in this paper are based on mamma
grams from a public domain database: the Mammographic 
Image Analysis Society (MIAS) database [10]. We give 
for the first time, a detailed mathematical description of a 
method for detecting the breast border that was only briefly 
described previously [2]. We also give the rationale for an 
accurate nipple location algorithm that has been described 
previously [3], but not so explained. 

2 Mammogram appearance 
A typical mammogram is a greyscale image and has an ap
pearance similar to that shown in Figure l(a). Mamma
grams exhibit the following characteristics: 

1. The background is the region outside the breast. It has 
two components: the label, consisting principally of 
high pixel intensities, and the rest of the background, 
consisting of low intensities, which appear dark. The 
label appears as a high intensity region with the letters 
"L" and "ML" in black near the top right of Figure l(a). 
The term non-label background is used to refer to the 
background, other than the label. 

2. The breast itself is a closed region usually bounded on 
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two or three sides by the edges of the image and else
where by the breast border. 

3. The intensities in the breast region indicate the rela
tive degrees of attenuation presented to the passage of 
X-rays by the compressed, overlapping tissues of the 
breast. The darker regions present less attenuation and 
are mainly fatty; the whiter regions present more atten
uation and are fibro-glandular or muscular tissue. 

4. The intensities comprising the breast region are con
tiguous. When a histogram of these is plotted, the peak 
is neither in the very low nor the very high intensities 
associated with the background. 

5. The background on a mammogram may not appear 
uniform, even if the label is excluded; for example, see 
Figure l(b). 

6. Low intensity pixels may belong either to the breast 
or the background. The "flare" at the bottom of Fig
ure 1 (b) is a case in point. However, there is usually a 
step discontinuity in intensity values at the breast bor
der. Other sharp intensity transitions occur at the label 
and at film defects, or scratches introduced by proces
sors. 

The rationale for the two segmentation techniques pre
sented below would be clearer if the above observations 
were kept in mind. It would also help to visualize the mam
mogram as a three-dimensional surface in which the eleva
tion at each location is given by the pixel intensity at that 
location. 

(a) (b) 

Figure 1: A typical mammogram: MIAS image mdb063lm. 
(a) Original mammogram. Observe the label at the top right 
of the image identifying it as the left mediolateral oblique 
view. (b) The same mammogram displayed using a random 
colourmap. Notice the non-uniform "flare" near the label 
and towards the bottom edge. 

3 Breast border segmentation 
Extracting the breast border on a mammogram using, for 
example, a simple intensity threshold is a trivial task. The 
result, however, is not guaranteed to be accurate because 
of observation 6 in section 2 above. Alternatively, edge 
detection may be used, but unwanted edges would arise in 
cases of a non-uniform background as in Figure 1(b). 

We have chosen therefore to model the background by 
a polynomial in the two spatial co-ordinates x and y. The 
modelled background is subtracted from the original im
age and then post-processed to yield a labelled image of 
two regions--each contiguous and closed-representing the 
breast and the background. 
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3.1 Background subtraction algorithm 
The background subtraction algorithm is as follows: 

1. Threshold the original image, I0 (x,y), at a value t1, 
so as to include the entire non-label background and a 
small portion of the breast that is spatially contiguous 
with the background. The value t1 was kept constant at 
12 for all mammograms used in this study. The portion 
of th~ mammogram with intensities less than or equal 
to t1 IS called the thresholded region, T: 

T = {(x,y) : 10 (x,y) :::; 12} (I) 

2. Normalize the x and y spatial co-ordinates to span 
[0, 1) and fit a polynomial, Pn(x,y), of degree n, nE 
{0, 1,2,3,4,5}, to the intensities in T. The polynomial 
has the form: 

Pn(x,y) = cooJ.Pi 

+ cwx1 i + Cotx0y1 

+ c2~i + ct 1x1 y1 + co2x0i 
+ C3~l + Czt~Yl + Ct2X1 i + CoJX0y3 + ... 
+cnOX"l +c(n-1)1~-lyl + .. . 
· · · +ct(n-l)x1yn-t +conx0yn 

(2) 

3. Determine the coefficients C;j that minimize the square 
of the error between the fitted polynomial and the ac
tual data. The squared error, e2 , is given by: 

L E
2 = L [lo(x,y)- Pn(x,y)]2 ; (3) 

(x.y)ET (x,y)ET 

Minimizing E2 with respect to the coefficients Cij leads 
to equations of the form 

0 }:(x,y)ET E
2 

OC;j = 

-2 L ([Io(x,y) -Pn(x,y)] [oPn~~,y)]) 
(x,y)ET c,J 

(4) 

=0 

for each of the coefficients Cij in Pn(x,y). 

4. These linear equations are called the normal equa-
tions [6, p 46], of which there are (n+l~n+2) in all, for 
polynomials in two variables [6, p 134]. The normal 
equations may be written in matrix form as: 

Ac=b (5) 

where A is a square, symmetric matrix with (n+l~(n+2l 
rows and columns, c is a vector of the coefficients being 
sought and b is a vector of sums of products of x, y and 
10 (x,y). For example, with n = 2, we get: 

A= 
}:xiyO }:.xOyl }:x2y0 }:xlyl :ExDi 
}:x2y0 }:xlyl L~Y0 }:x2yl }:xiy2 
}:xlyl }:xDy2 }:x2yl }:xiy2 }:xoy3 
}:x3yO }:x2yl }:x4yO L~Y1 :Ex2l 
}:x2yl }:xly2 }:~/ :Ex2l }:xly3 
}:xly2 }:xor }:x2y2 }:xly3 l:xDi 

(6) 
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b= 

and 

L.x0y0 10 (x,y) 
L.x1y010 (x,y) 
L~Y1 lo(x,y) 
L.x2ilo(x,y) 
L.x1 y 110 (x,y) 
L.x0y210 (x,y) 

c= ~~~ C20 

Ctt 

CQ2 

where the summations are \>'(x,y) ET. 

(7) 

(8) 

5. Use the singular value decomposition (SVD) algo
rithm [8, pp 59-70] to solve this system of equations. 

6. Evaluate the solution polynomial at all pixels to yield 
the model image, Im(x,y). Subtract the model image 
from the original image to yield the difference image, 
Id, clamped at either end, and given by: 

{

0 if Ll < 0 
ld(x,y) = Ll ifO ~ Ll::; 255 

255 if Ll > 255 
(9) 

where Ll = (I0 (x,y) -lm(x,y)). 

7. View all six subtracted images, paying special atten
tion to the breast border. Choose the lowest degree of 
the modelling polynomial, n, that gives a breast bor
der that is spatially separated from the background in 
the difference image, and that compares well with the 
original on visual inspection. [The image ld(x,y) may 
still have portions of the background contiguous with 
the breast, especially if there are "flares" at the top or 
bottom (see Figure l(b) for an example). In such cases, 
a second threshold has to be applied, as outlined in the 
next step.] 

8. Select a second threshold t2 E {0, 1,2,3} interactively 
so that after applying it to the difference image, the re
sulting image has a "clean" border, with no parts of the 
background contiguous with breast. Choose the small
est value of 12 to accomplish this, taking care not to 
exclude any part of the breast border or nipple. 

9. Post process the thresholded difference image by flood
filling, region-merging, and inclusion removal to yield 
a binary labelled image of the breast and background 
as shown in Figure 2(b). 

Three factors govern the surface-fitting attempted in this 
algorithm: 

• There are vastly more pixels in the background region 
of the thresholded image than in the small breast re
gion contiguous to it. This is clear, for example, from 
Figure 2(a). 

• The discontinuity in intensities at the breast border vi
olates the continuity conditions required by the Weier
strass approximation theorem for polynomials [5, p 
408] which is the theoretical basis for the surface fit
ting. 

• The larger the degree of the polynomial, the more de
grees of freedom there are, and therefore, the better the 
modelled surface approximates the entire region being 
modelled. Lower degree polynomials attempt a good 
fit to the non-label background only whereas higher 
degree polynomials also approximate the contiguous 
breast. 

The success of the algorithm hinges on the fitted polyno-
mial modelling the background well enough to remove it, 
but modelling the breast region badly enough to preserve it, 
on subtraction. In light of the above factors, the lowest de
gree polynomial adequate for the task should be chosen so 
as not to excise parts of the breast border or nipple during 
subtraction. 

(a) (b) 

Figure 2: Background subtraction algorithm. (a) MIAS im
age mdb063lm displayed showing only the first 12 inten
sities in greyscale and all the rest in white. The grey re
gion is the area modelled by the polynomial in x and y. It 
is clear that most of the pixels being modelled belong to 
the background, excluding the label. (b) The resulting la
belled image obtained by subtracting the modelled image 
from the original, thresholding and post-processing it. The 
breast border is the interface between the black background 
and the white breast regions. 

4 Nipple location 

The nipple location algorithm has been described in detail 
elsewhere [3] but its rationale has not. Here we present an 
essentially descriptive overview, stressing the rationale be
hind the method rather than its detailed implementation. 

4.1 Waterfall analogy 

If a mammogram is viewed interactively on a computer ter
minal as a three-dimensional surface, it is noticed that the 
breast arises out of the background like a hill, as illustrated 
in Figure 3(b). Careful viewing of the sloping surfaces on 
many mammograms, has shown that the steepest slopes on 
the breast border are correlated with nipple position. If one 
were to imagine water from rain falling on the "mammo
gram hill" and taking the steepest route to level ground, it 
may be stated picturesquely, that the nipple is located where 
there would be a waterfall on the "mammogram-hill". 

4.2 lso-lntensity contours 

A simpler, two-dimensional representation, much like a 
contour map in geography, is an iso-intensity contour plot as 
shown in Figure 4(a). For regions close to the breast border, 
the iso-intensity contours run roughly parallel to the border. 
They tend to bunch together, and even coalesce, as they ap
proach the nipple region (Figure 4(c)). This bunching means 
that the slope transverse to the breast border attains a max-
imum value near the nipple. 
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(b) 

Figure 3: Three-dimensional appearance of MIAS mam
mogram mdb063Jm. (a) Original mammogram orientated 
in landscape mode. The white circle is centred on the ref
erence position of the nipple identified by the radiologist. 
(b) Three-dimensional rendition of the mammogram, shown 
with contours as on a relief map. The orientation of this fig
ure corresponds with that of the mammogram in (a). The 
label on both images should help register them for compar
ison. Notice the steep rise of the contours near the position 
corresponding to the nipple identified in (a). 

5 Nipple location algorithm 
Before the nipple can be located, the breast border must be 
extracted using, for example, the method described in sec
tion 3.1. For each point on the breast border at a specific y 
co-ordinate, the direction of the normal to the border at that 
point, directed inwards, towards the breast is determined; 
let us call this angular orientation 8, as shown in Figure 5. 
The average change in pixel intensity with distance along 
this normal, labelled ON in Figure 5, is then computed as 
described in [3]; let this average intensity gradient be called 
g. 

To overcome the effects of noise and confer reliability on 
the method, both 8 and g are filtered by a shifted, normal
ized, raised-cosine filter having a length equal to the number 
of pixels in 10 mm. This number was chosen because the 
diameter of a nipple in profile was observed to be typically 
10 mm on mammograms. 

The raised cosine filter may also be differentiated analyt
ically. The derivatives of g and 8 could thus be obtained 
by convolving the g and e sequences with the derivative of 
the smoothing filter, computed analytically, rather than via 
approximations for the first derivative. 

The accuracy of the nipple location algorithm depends 
heavily on these two properties-the width and functional 
form--of the chosen smoothing filter. 

The four parameters, g,g',e, and 8' are plotted against 
y and the nipple position is determined as the point mid-
way between a maximum and a minimum of the g' curve. If 
the nipple is not in profile, the maximum and minimum in 
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(b) 

Figure 4: MIAS image mdb063lm. (a) An iso-intensity 
contour plot of the mammogram for intensities of 0, 20, 40, 
60, and 120. Note the bunching of the intensity contours 
as they approach the nipple. This bunching is exploited in 
the method of automatic nipple location. (b) Original mam
mogram with the position of the nipple that was located au
tomatically, marked by the centre of the circle. Compare 
this image with Figure 3(a) which shows the position of the 
nipple determined by the radiologist. (c) The automatically 
located nipple again marked by the centre of the circle, but 
this time shown against the iso-intensity contours. 

Background 

y 

Breast 

Figure 5: The breast is always orientated so that the nipple 
faces the right. The x direction is conventional, but the y 
direction is opposite to convention. The tangent and normal 
are computed for each point on the breast border. The aver
age intensity gradient g along the normal ON and the angle 
8 are computed for each border point. 

question are global; otherwise, they are local, as described 
in [3]. 

6 Experimental details 
Mammograms from the MIAS database [ 1 0] were used in 
all experiments. The original images were averaged and re
duced in size and spatial resolution to 400 Jlffi per pixel in 
both orthogonal directions, with a greyscale depth of 8 bits. 
In addition, to simplify nipple location, all mammograms 
were automatically oriented so that the nipple faced right. 

The MIAS images were originally digitized by assign
ing pixel values linearly with optical density (O.D.), with a 
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value of zero corresponding to an O.D. of 3.2 and 255 cor
responding to an O.D. of 0. 

The extracted breast border was not assessed by a radiolo
gist, but the nipple position was. The automatically detected 
nipple position was compared with the average of three po
sitions chosen on the mammogram by a radiologist using a 
mouse; the difference in these values gave the error, which 
could be expressed in mm. 

7 Results 

7.1 Breast border detection 
The breast border detection was performed on a total of 28 
MIAS mammograms. All the images gave clear breast
background segmentations. It was found that values of 
1z E { 0, 1, 2, 3} and t2 E { 0, 1} gave satisfactory results for 
the images on which the method was tested. There were 
several images, though, in which the skin-line was miss
ing partly on the original mammogram: the breast border 
in these cases was not smooth and represented the super
position of some subcutaneous layers of tissue. One such 
example is shown in Figure 2(b). Such images were also 
error-prone for nipple location because the latter algorithm 
performs better with a smooth breast border. 

7.2 Nipple location 
The nipple location algorithm was tested on 16 MIAS im
ages; in 15 of these, the rms error was less than 1 mm. The 
results are collated in Table I from which it is seen that the 
mean and rms errors for the 15 images are -0.37 mm and 
0.89 mm respectively. Because an unbiased estimator of 
the nipple position would give zero mean error, we prefer 
to quote the rms error in mm as a figure of merit, rather 
than the mean error. If a mammogram is assumed to have 
a magnification of 1, and if a nipple is assumed to have a 
typical width of 10 mm, an rms error of less than 1 mm 
compares favourably with mean errors of 10 mm and 6 mm 
respectively, reported previously for images of similar reso
lution [12, 7]. 

For MIAS image mdb063lm, shown in Figure 4, the y 
co-ordinate of the automatically detected nipple was 389 
against a radiologist-determined value of 388, giving a one
pixel or 0.4 mm difference. The plots of the g,g',a and 91 

curves are shown in Figure 6. The nipple position is the av
erage y co-ordinate of the points marked g~max and g~min on 
the plot. 

8 Discussion 
The detected breast border is not smooth in all cases, espe
cially when the skin line is absent (see Figure 2(b)). Mor
phological operations may be used to smoothen the breast 
border in such cases. 

The other shortcoming is that the method is semi
automatic. It would be fully automated if the two thresh
olds, t1 and t2, and the degree of the polynomial n, could be 
picked automatically but that is a difficult problem to solve. 

On a speculative note, because the mammographic ex
amination involves imaging a compressed breast, it may be 
possible to develop a physical model, based on the outer 
contour that will be assumed by a compressed gel-filled bag, 
and use the resulting family of curves to model the breast 
border. 

The strength of the nipple location algorithm is in the 

MIAS y position of nipple ErrorE 
Image No. Radiologist Algorithm in pixels 

mdb00311 320 320 0 
mdb004rl 358 358 0 
mdb008rl 420 421 +I 
mdb02311 393 392 -I 
mdb0391s 294 292 -2 
mdb043ls 362 361 -1 
mdb050rl 341 342 +1 
mdb05lll 422 395 -27 
mdb056rm 313 309 -4 
mdb0591s 312 309 -3 
mdb060rs 395 389 -6 
mdb063lm 388 389 +I 
mdb06711 357 356 -I 
mdb072rm 343 344 +I 
mdb074rs 398 399 +I 
mdb075lm 273 272 -1 

Table 1: Results of automatic nipple location. The differ
ence between they-co-ordinate of the nipple position deter
mined by the radiologist and by the algorithm is small in all 
cases except for image mdb05lll in which it was found that 
the nipple lay about 11 mm away from the breast border, 
whereas the average intensity gradient was computed for a 
depth of ON= 10 mm from the breast border in all cases. 
If this image is excluded, the average error in nipple posi
tion is -0.93 pixels or -0.37 mm and therms error is 2.21 
pixels or 0.89 mm. 

This makes the technique more accurate than other reported 
methods [7, 12]. 

Its principal drawback is that it relies largely on the pat
tern of observed intensities. We have observed elsewhere [ 4] 
that this pattern may be influenced greatly by the method 
used to digitize the mammogram: e.g., whether pixel val
ues are assigned linearly or logarithmically with transmitted 
light intensity during digitization. Images from other dig
itization regimes could theoretically be translated into the 
MIAS regime, provided suitable calibration constants are 
available for those images. 

9 Conclusions 

We have described briefly two methods of segmenting a 
mammogram: one, a semi-automatic method to extract the 
breast border and the other, an automatic method to locate 
the nipple. In both cases, the method was devised after care
ful observation of many mammograms. The breast border 
segmentation relies on modelling the background to suitable 
accuracy and subtracting it from the original, to yield a bi
nary segmented image. Automatic nipple location exploits 
the characteristic on many mammograms that iso-intensity 
contours bunch together near the nipple. It is our conclu
sion that diligent study of the characteristics of the data, use 
of suitable models, and identification of sensitive features 
are keys to successful image segmentation, especially in a 
restricted class of images like mammograms. 
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